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1. Why were you initially drawn to theorizing about action and agency? 

 

My enduring interest in the nature of agency has two sources. The first is that it is central 

to the significance of persons. We understand ourselves as individuals bearing a 

distinctive kind of dignity, flowing in large part from our plight of having to engage in a 

project of limited self-creation. We understand one another in ethical terms, holding one 

another morally responsible for our actions and (to a lesser degree) our thoughts and 

more generally recognizing our achievements and failures, given what we had to work 

with. Finally, for many of us, agency is also central to our religious understanding of 

persons. As a philosopher who is also a traditional Christian, I am driven to understand 

Christian teaching that human beings live in a world that is ‘fallen’ through the misuse of 

the human power of choice and, what is more, that our fallen status affects forever more 

the very freedom of choice that got us into this mess! These doctrinal claims provide a 

rich problematic for philosophers drawn to difficult conceptual puzzles.   

 

In philosophical training and inclination, I am first and foremost a metaphysician. 

The second source of my interest in the topic of agency is that, pursued properly, it leads 

to an exploration of many of the fundamental issues in metaphysics, especially causation, 

substance, property, and time.  



 2 

 

 

2. What do you consider to be your own most important contribution(s) to 

theorizing about action and agency, and why?  

 

My focus has been on the subset of human actions that appear to directly manifest our 

freedom or autonomy. Much of what we do is more or less ‘automatic’, involving the 

execution of familiar behaviors in familiar circumstances, with little or no forethought 

and without active, consciously-monitored control. If all of our actions were like that—or 

even if they occasionally also involved real deliberation whose outcome invariably 

yielded some one choice as the ‘obvious’ one, overwhelmingly preferable to any 

alternatives—then agency would have far less philosophical interest. As things stand, the 

whole range of phenomena that falls in the category of agency, from the most 

deliberately and autonomously initiated to the most inattentive and automatic, is of keen 

philosophical interest, but the interest largely derives, it seems to me, from its bearing on 

the puzzle of human freedom.  

 

The puzzle of human freedom has both a purely conceptual side—what would it 

be, for any kind of agent, to have free will?—and a more empirical side—how can human 

persons wholly embedded within a world such as our own, a world of fundamentally 

impersonal causes, be free? Over the last half-century, there have been continued 

attempts to develop answers to these questions that are broadly reductionist, at least in an 

ontological sense of reduction: they attempt to understand human choices and actions as 
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wholly consisting in physical processes of a more fundamental, subpersonal sort (even if 

the conceptual machinery required to give a theory of agency cannot be reduced to the 

conceptual machinery required to analyze physical processes generally). I take such 

reductionist approaches to have resulted in dead ends. When a phenomenon persistently 

resists reduction, you are faced with a choice between elimination (deeming the supposed 

phenomena to be illusory) or expansion in one way or another of the permissible 

conceptual and ontological primitives in your theoretical picture. I find elimination to be 

implausible (while not incredible), though a number of theorists endorse it either 

explicitly or tacitly, through the development of what look to be deflationary surrogates. 

My central contribution to action theory is to help to revive an older philosophical 

tradition that maintains a robustly nonreductionist account of autonomous agency. This 

tradition conceives our freedom to manifest itself through the exercise of a distinctively 

personal causal capacity, the capacity to directly generate one’s own choices. (This view 

is commonly known as the theory of ‘agent causation.’)  

 

The agent-causal approach to free action has been roundly dismissed in much of 

the twentieth century as obscure, mysterious, or downright incoherent. I have sought to 

respond to these charges by showing how non-reductive conceptual elucidation is 

possible, despite the primitiveness of the agent-causal relation itself (see my 1995 and 

more fully my 2000). This non-reductive analysis does vitally depend on certain 

metaphysical claims, such as the claim that causation more generally is a basic feature of 

the world. So it is not surprising that the agent-causalist picture has been especially 

disdained by those who shared in the long-standing antipathy to metaphysics that runs 
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from the 18th-century Scottish philosopher David Hume through the logical positivists 

and their immediate heirs in the 20th Century. But I have had the happy fortune to come 

of age in the midst of a revival of metaphysics, and so long-dead views of many sorts are 

now back on the table, and I hope to see the theory of agent causation increasingly 

become one of them.  

 

Thus, I approach action theory as a branch of metaphysics, and you can’t see 

adequately the strengths and weaknesses of competing views until you set them in a 

larger metaphysical framework. Let me give a simple example of what I have in mind. 

Some philosophers (myself included) believe that freedom of action and moral 

responsibility are incompatible with causal determinism, the thesis (roughly) that the true 

laws of nature plus a complete description of the state of the world at any one time entails 

what happens at any other time, in every detail. If you like, deterministic laws take a 

snapshot of the universe at one time as ‘input’ and yield a determinate answer for what 

happens at every other time. Philosophers who see this picture of the way the world 

unfolds as incompatible with freedom reason as follows: it’s not up to any human person 

right now either to determine the way the world was in the past or what constitute the 

laws of nature. But, given determinism, every action the person will perform henceforth 

is a logical consequence of those two things. And it seems true in general that whatever 

logically follows from things that are in no sense up to me are themselves things that are 

not up to me. Hence, if determinism is true, what I do in the future is not now up to me. 

(See my 2000 for a fuller discussion of this sort of argument, which was first articulated 

in formal terms by Peter van Inwagen.) Now, some philosophers who reject this line of 
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thought do so because they think it rests on bad, antiquated metaphysics. They seem 

rather hastily to embrace the thought that determinism poses no challenge to freedom and 

responsibility once we follow Hume in discarding the ‘mysterious’ idea that either 

causation or the laws of nature involve or describe a ‘necessary connection’ between 

cause and effect, a kind of metaphysical glue that spreads from the past into the future, 

literally constraining what is to come. If instead causation and the laws are derivative 

features of the world, a mere reflection of the fundamental pattern into which events 

happen to fall through time, then the past and the laws don’t literally control what the 

future will bring, including our own actions. Go light on the metaphysics, in other words, 

and the problem dissolves. But let us consider a consequence of the allegedly more 

palatable metaphysics on offer by the neo-Humeans. Whether the events involving my 

typing these words constitute an action partly depends, nearly all will agree, on whether 

there are appropriate causal connections at play. If the future were to unfold in 

accordance with very different fundamental patterns than those that held sway hitherto 

(or with no interesting patterns at all)—and it is precisely the neo-Humean’s point that 

nothing that has occurred up to now ensures that they won't—then the series of events 

that might at the time have looked like an action will turn out not to have been any kind 

of an action at all. What conclusion should we draw from this strange, even grotesque 

state of affairs, on which whether you or I have ever performed so much as a single 

action is still an open matter, and will remain open long after our deaths? I suggest this: if 

all this is so, then however the radically contingent, 'loose and separate' events of the 

future fall out, whether validating certain events as actions or not, then for any one of 

them, it surely wasn't up to me just then—something I made to be the case at that very 
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time—that I did what I did (if indeed I did anything at all). The very dependency of the 

facts of agency on the entire world history, in the neo-Humean scheme of things, itself 

supplies grave grounds for doubt about the possibility of freedom and responsibility in 

anything but a highly deflationary sense. 

 

Now, the consequences drawn on either side of the exchange I have just sketched 

are much debated. My point was merely to illustrate that the broader metaphysics one 

adopts has prima facie consequences for how one should think about the nature of 

agency. This point is not as widely appreciated as it should be. In this respect, the state of 

play in much of recent action theory is similar to that of philosophy of mind in the same 

period, another area of metaphysical inquiry that has tended (wrongly, in my view) to see 

itself as independent of, rather than a special branch of, metaphysics. We’re now seeing a 

degree of correction in the latter, and it’s urgently needed in the philosophy of action.  

 

 

3. What other sub-disciplines in philosophy and non-philosophical disciplines stand 

to benefit the most from philosophical work on the nature of action and agency, and 

how might such engagement be accomplished?  

 

It is a curious and unfortunate fact that specialists in the philosophy of action and in the 

philosophy of mind are to a large extent non-overlapping. At any rate, it is certainly true 

that many of the most influential philosophers of mind have had little of depth to say 

regarding the theory of action. Much is written about the ‘problem of mental causation,’ 
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but the problematic assumes nothing more than that beliefs and desires are among ‘the 

causes’ of other mental states and of physical behavior. Greater attention to the nature of 

human agency might lead more theorists of mind to see autonomous action as posing as 

significant a challenge to physicalism as consciousness and intentionality do. 

 

Outside philosophy, the sciences of brain and behavior might likewise benefit 

from rigorous philosophical reflection on action. Such interaction is increasing—I am 

presently co-editing a volume of work bringing together scientists and philosophers under 

the title Downward Causation and the Neurobiology of Free Will. My impression is that 

psychologists and neuroscientists tend to think in very crude categories when 

characterizing commonsense thinking, and this leads many of them to see no prospects 

for integrating a robust conception of human control over their own actions with the 

detailed but very partial and localized findings that have steadily emerged from social 

psychology, neuroscience and clinical psychiatric studies. (A prime specimen of this 

crudity is Daniel Wegner's widely-discussed The Illusion of Conscious Will, which is 

otherwise a lively and informative survey of these scientific findings.) Theorists of action 

could hope, in turn, for insight from the sciences concerning the role of conscious 

awareness in agency and the detailed nature of one’s awareness of one’s own choices. 

(For me, a central moral of the famous studies by Benjamin Libet on the timing of 

conscious willing is the need for a better science of the phenomenal character of one’s 

conscious awareness immediately prior to the forming of conscious choices.)1 

 

                                                
1 For my own assessment of Libet and other studies sometimes taken to have negative 
implications for human freedom, see my 2005 and forthcoming. 
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Finally, certain views within philosophical ethics and the philosophy of religion 

begin from strong assumptions about the autonomous nature of human agency. Insofar as 

careful reflection on the sciences of human action suggests a revised conception, one that 

emphasizes the fragile and limited character of our control over our own actions, these 

other views need to be revised or discarded.  

 

 

4. What do you regard as the most neglected issues in contemporary work on action 

and agency that deserve more attention?  

 

The most neglected task in the theory of action until very recently has been that of 

allowing philosophical accounts of action to be shaped by the empirical sciences. 

Philosophers, especially those of us who are incompatibilists, are given to simple and 

idealized conceptions of human freedom. But the ever-accumulating empirical data and 

emerging partial theories present a messy picture that underscores the fragility of our 

freedom, and some elements of that picture cannot be readily mapped onto those 

idealized philosophical theories. The degree of automaticity in ordinary action, while 

already remarked upon, has been shown to be more pervasive than commonly supposed. 

Furthermore, it seems plain that human freedom of action, unlike the perfect freedom of 

God, is always limited, fragile, and variable over time and across agents. It is the sort of 

thing that can come in degrees, and so any realistic account will have to make room for 

these characteristics. A theory should indicate the freedom-relevance of factors such as 

the following: 
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* degree of awareness of y, for each influencing factor y (desire, intention, belief, or 

circumstance); 

* the relative ‘portion’ of one’s total motivational structure (the totality of influencing 

factors) of which one is aware; 

* degree of likelihood that an unconscious influence y is a factor that one would 

reflectively endorse, were one to become aware of y’s influence. (It is one thing to be 

partly moved to act by a presently unconscious desire or intention that is well-integrated 

into my character. It is another to be motivated by a factor—such as the level of ambient 

noise—whose relevance I would repudiate if asked.); finally 

* the degree to which motivation y is a product of the agent’s own past free choices. 

 

This task of integration is just now being taken up by several theorists of action 

(especially Al Mele and Eddy Nahmias) and it has recently become a main focus of my 

own research. 

 

A second neglected topic to which, by contrast, I’ve given no attention, is that of 

collective agency. Here I have in mind both the idea that in some contexts there are 

group-wide parameters that exert control over the behavior of its members to a degree 

that their individual agency seems compromised (some who like radical ideas will even 

contemplate here the thought that there is a ‘group mind’ that acts as a unity) and the 

correlated issue of how the actions of several individuals manage to efficiently co-evolve 

within tightly-coordinated group contexts. (Is the nature of individual agency different, in 
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interesting fundamental respects, within the context of groups and in the context of solo 

individual action?) 

 

 

5. What are the most important open problems in philosophical theorizing about 

action and agency, and what are the prospects for progress? 

 

It is still an open question whether teleological explanations of actions can in general be 

reduced to a special case of causal explanations, even setting aside the contentious issue 

of whether freedom of action requires a more ‘metaphysically loaded’ account than 

action simpliciter. I am not aware of any detailed causal account that provides a thorough 

and plausible account of the way reasons ‘guide’ or ‘sustain’ the performance of an 

intentional action (in a way that rules out clever philosophical counterexamples) that does 

not involve some degree of hand-waving.  

 

For a specifically agent-causal approach to free choice and action of the sort I 

favor, the biggest problem is to develop a plausible account of how reasons guide and 

explain the agent’s autonomous initiation of his own choices. One needs to show how we 

can be ‘influenced’ by our beliefs, desires, and longstanding intentions, as well as by 

environmental factors, without those influences directly producing the choices, thereby 

undercutting the agent’s autonomy. I suspect that what is needed is an imaginative 

taxonomy of subtly distinct sorts of causal influence; I have made attempts along these 

lines (2000, 2005), but one thing I’m certain of is that I haven’t provided the last word. 
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